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A limited budget for experiments

Which electrolyte recipe should we test next, and why?

What we can choose (the x independent
variable)
Salt concentration and solvent composition.

What we measure (the y dependent
variable)
Ionic conductivity: how readily ions move
through the electrolyte.

Candidate Predicted score Uncertainty

Recipe A 12 small
Recipe B 12 large

The same prediction can support different
experimental choices.

Uncertainty matters because it changes what we should do next. Is it noise? or
opportunities?
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The questions behind an experiment

A useful model supports scientific reasoning beyond a point prediction.

1. What might happen?
Plausible response functions and uncertainty.

2. Which inputs support this prediction?
Feature contributions and uncertainty in those contributions.

3. What should we measure next?
Experiment selection informed by the model and an expert.
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Section 1

Uncertainty and Gaussian
processes



Aleatoric uncertainty

Repeating the same recipe can give different measurements.
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Aleatoric means variability remaining
at fixed recorded inputs.

It may reflect measurement noise or
unrecorded conditions.

Repetition estimates the mean more
accurately; a single future
measurement still varies.
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Epistemic uncertainty

With few observations, several response functions remain plausible.
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Functions consistent with limited data

Epistemic means uncertainty about
the underlying response function.

The curves agree more near
observations and differ in untested
regions.

An informative new experiment can
reduce this uncertainty.
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A distribution over functions

A Gaussian process represents many plausible curves and how they co-vary.
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Before observing conductivity data
Mean function
The average curve.

Covariance function
How strongly responses at two
inputs vary together.

Nearby recipes can share
information.
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A kernel expresses assumptions about similarity

Measurements at similar recipes can inform one another.
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A kernel is a covariance rule connecting
pairs of inputs.

k(x, x′) = a2 exp

(
− (x− x′)2

2ℓ2

)
.

a: typical function variation.

ℓ: distance over which values stay similar.

Squared-exponential kernel; illustrative length scales.
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What makes it a Gaussian process?

Any finite set of function values has a joint Gaussian distribution.

f ∼ GP(m, k) ⇐⇒

f(x1)...
f(xn)

 ∼ N


m(x1)

...
m(xn)

 , K

 ,

Kij = k(xi, xj).

A Gaussian vector

A bell-shaped joint distribution for several
values, allowing them to be correlated.

A flexible response curve

The function can be nonlinear in its inputs.
Gaussian describes the distribution over
values.
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Learning updates the distribution of curves

New evidence constrains the response in the region we measure.
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One additional observation

The posterior retains several plausible curves, with less uncertainty near the new
observation.
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The GP regression update

The update combines similarity-weighted evidence with a reduction in uncertainty.

Assume zero prior mean and observations yi = f(xi) + ϵi, with independent ϵi ∼ N (0, σ2
n).

µD(x)︸ ︷︷ ︸
updated mean

= k⊤x (K + σ2
nI)

−1y︸ ︷︷ ︸
weights from the data

,

kD(x, x
′)︸ ︷︷ ︸

remaining covariance

= k(x, x′)︸ ︷︷ ︸
prior covariance

− k⊤x (K + σ2
nI)

−1kx′︸ ︷︷ ︸
reduction from observing data

.

Kij = k(xi, xj); kx = (k(x1, x), . . . , k(xn, x))
⊤; I is the identity matrix.

Gaussian observation noise gives an analytic update.

Rasmussen & Williams, Gaussian Processes for Machine Learning, Ch. 2.
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Function uncertainty and measurement noise

A future measurement includes both uncertainty about the response and observation
noise.
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Blue: uncertainty about f(x).

Orange: uncertainty about y(x).

Var[y(x) | D] = kD(x, x)︸ ︷︷ ︸
epistemic

+ σ2
n︸︷︷︸

aleatoric

.

This decomposition uses the stated GP
and independent-noise model.

Uncertain predictions and explanations — 11/34



Function uncertainty and measurement noise

A future measurement includes both uncertainty about the response and observation
noise.

0 0.5 1 1.5 2
5

10

15

Salt concentration (mol/L)

C
o
n
d
u
ct
iv
it
y
sc
or
e Blue: uncertainty about f(x).

Orange: uncertainty about y(x).

Var[y(x) | D] = kD(x, x)︸ ︷︷ ︸
epistemic

+ σ2
n︸︷︷︸

aleatoric

.

This decomposition uses the stated GP
and independent-noise model.

Uncertain predictions and explanations — 11/34



A connection to deep learning

Some neural-network priors become GP priors as their layers become very wide.

A one-hidden-layer illustration adds many randomly weighted features:

fM (x) =
1√
M

M∑
r=1

ar ψ(w
⊤
r x+ br).

▶ ψ is the activation function; ar, wr, br are random weights and biases.

▶ With suitable independence, scaling and finite-moment assumptions, the joint outputs
approach a Gaussian distribution as M grows.

▶ The resulting kernel records similarities induced by the network’s random features.

GPs and neural networks can express closely connected beliefs about functions.

Lee et al., Deep Neural Networks as Gaussian Processes, ICLR 2018.
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Section 2

Feature contributions



Explaining a particular recipe

We want to share a prediction’s difference from a reference across its features.

Prediction to explain

This recipe has score 15, compared with a
reference prediction of 8.

How much of the difference comes from salt
concentration? How much from solvent
composition?

Values of feature coalitions

A coalition is simply a subset S of the recorded
features.

Keep their values and average over the
remaining features:

vx(S) = EX [f(X) | XS = xS ].

The reference distribution defines what this
average means.

These are contributions to a model prediction, relative to a chosen reference.
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A two-feature prediction game

A feature’s added contribution can depend on which other feature we already know.

Feature information available Model’s expected score

Neither feature: v(∅) 8

Salt only: v({1}) 10

Solvent only: v({2}) 11

Both: v({1, 2}) 15

Salt adds 10− 8 = 2 when it is known first, but 15− 11 = 4 when solvent is already known.
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Shapley values average over arrival orders

Average a feature’s added contribution over every order in which features can be
revealed.

Order of revealing features Salt contribution Solvent contribution

Salt, then solvent 10− 8 = 2 15− 10 = 5

Solvent, then salt 15− 11 = 4 11− 8 = 3

Average ϕ1 = 3 ϕ2 = 4

3 + 4︸ ︷︷ ︸
feature contributions

= 15− 8︸ ︷︷ ︸
prediction minus reference

.

The interaction contribution of 2 is shared equally between the two features.
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The general Shapley rule

The same averaging rule applies when many features interact.

For d features, let N = {1, . . . , d} and S be a subset excluding feature i.

ϕi(v) =
∑

S⊆N\{i}

|S|! (d− |S| − 1)!

d!︸ ︷︷ ︸
fraction of orders with exactly S before i

[
v(S ∪ {i})− v(S)

]︸ ︷︷ ︸
added contribution

.

Efficiency: contributions sum to the total
change.

Symmetry: equivalent players receive equal
allocations.

Null player: a feature changing no subset’s
value gets zero.

Linearity: allocations add when games add.

Shapley (1953); Lundberg & Lee (NeurIPS 2017). |S| counts the features in S.
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Section 3

Uncertain explanations



Each plausible model has its own explanation

Uncertainty about the response function should propagate into its feature
contributions.
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Sample one whole function f from its
posterior.

Compute that function’s Shapley
values.

Repeat conceptually to obtain a
distribution of explanations.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Illustrative posterior model with mean contributions 3 and 4.
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Gaussian distributions of explanations

For a GP, the joint distribution of feature contributions is available analytically.

1. Averaging over missing inputs is a linear operation on f .

2. Taking weighted differences of subset values is also linear.

Collect the subset values in a vector v; let A perform the Shapley weighted sums.

v ∼ N (mv, Cv), ϕ = Av ∼ N
(
Amv, ACvA

⊤) .
The result gives both mean contributions and their full covariance.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Gaussian game and stochastic Shapley distribution, Sec. 3.
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The allocation rules hold for random explanations

A coherent allocation can retain uncertainty while obeying the same consistency
rules.

d∑
i=1

ϕi(f, x) = f(x)− EX [f(X)].

This identity holds for each jointly sampled function, including its reference prediction.

▶ Equivalent players receive equivalent random allocations.

▶ A null player receives zero contribution.

▶ Adding games adds their random allocations.

The uncertainty lives in a consistent joint explanation, including the baseline.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Stochastic Shapley axioms, Sec. 2.
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The mean explanation is only part of the answer

Explaining the average function retains the mean contribution but loses its
uncertainty.

Ef [ϕ(f, x) | D] = ϕ(Ef [f | D], x) .

The mean contribution follows from linearity. Its variance requires the dependence between subset

values:
Varf [ϕi | D] =

∑
S,T

AiSAiT Covf [v(S), v(T ) | D].

Uncertainty in a contribution differs from a Shapley allocation of predictive variance.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Proposition 5. Fixed reference distribution.
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How certain is the direction of a contribution?

A positive average contribution can coexist with uncertainty about its sign.
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Salt: mean 3, standard deviation 2.

95% posterior interval: [−0.92, 6.92].

Solvent: mean 4, standard deviation
0.6.

95% posterior interval: [2.82, 5.18].
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Feature contributions can move together

Understanding a combined explanation requires its covariance, not only separate
error bars.
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Each dot is one joint explanation.

Here, a larger salt contribution tends to
accompany a smaller solvent contribution.

Var(ϕ1 + ϕ2) = Var(ϕ1) + Var(ϕ2)

+ 2Cov(ϕ1, ϕ2).
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A case from the NeurIPS paper

Two features can have similar average contributions with very different explanation
uncertainty.
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(a) Local explanation
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(d) Local explanation graphical model

Figure 2: Illustrations of possible exploratory analyses utilising the BayesGP-SHAP covariance
structure, applied on the breast cancer dataset.

Correlations and dependencies across explanations. As we have access to the explanation
covariance, we can explore their correlation and visualise them as in Figure 2c. For instance, the
stochastic Shapley values of “concavity error” are less correlated with other features. Moreover, as our
explanations are multivariate Gaussians, we can build an undirected Gaussian graphical model [45]
using the precision matrix (inverse of the covariance matrix) to study the independence across the
local stochastic explanations. We visualise the corresponding graphical model for explanations from
patient 1 in Figure 2d by setting a sparsity threshold of 90%, following the approach in [46].

5.3 Predictive explanations

Finally, we showcase the effectiveness of our Shapley prior by comparing the regression per-
formances of a multi-output GP using the Shapley prior with multi-output random forest
and neural networks when predicting withheld explanations generated from GP-SHAP, Tree-
SHAP, and DeepSHAP, respectively. We use the diabetes dataset [47] from the UCI repos-
itory, which contains 442 patients with 10 numerical features and the goal is to predict dis-
ease progression. We first train a GP, a random forest, and a neural network, to obtain the
subsequent explanations from GP-SHAP, TreeSHAP, and DeepSHAP. Next, we feed 70% of
the explanations to our predictive model as training data and the remaining 30% as test data.

GP-SHAP TreeSHAP DeepSHAP
Sources of explanations

0.0

2.5

5.0

7.5

10.0

12.5

15.0

17.5

20.0

RM
SE

Explanation Prediction algorithm
Shapley prior
Random forest
Neural Network

Figure 3: Predictive performance
of using Shapley prior to predict ex-
planations generated from different
explanation algorithms on the dia-
betes dataset.

We repeat this process over 10 seeds and compute the root mean
squared error between the predicted explanation and the exact
explanations for respective models, as shown in Figure 3. We
observe that our GP-model with the Shapley prior consistently
outperforms random forest and neural network model for pre-
dicting all three types of explanations. This demonstrates that
the inductive bias that comes from our choice of covariance
structure κ allows to build more accurate predictive explanation
models. We also observe that the overall average prediction
error for explanations generated from GP-SHAP is lower than
that of TreeSHAP [11] and DeepSHAP [2], suggesting that
GP-SHAP produce explanations that are easier to learn. This
follows our intuition as GPs are typically smoother functions
than trees and neural networks.

9

Breast-cancer dataset: 569
patients, 30 numerical features.

Compare worst fractal
dimension and worst
perimeter.

Their mean contribution
magnitudes are similar; the first
is more uncertain.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Fig. 2(a), BayesGP-SHAP. Bars show means with uncertainty.
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Model uncertainty and calculation uncertainty

More experiments and more explanation computation address different uncertainties.

Method What varies? What can reduce it?

GP-SHAP Response functions under the GP
posterior.

Informative response data.

BayesSHAP Shapley estimates for a fixed func-
tion.

More sampled feature subsets.

BayesGP-SHAP Both sources of uncertainty. Better data and more computa-
tion.

A precise numerical calculation can still explain an uncertain model.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Sec. 3.2 and the California-housing illustration in Fig. 1.
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Fast explanations for a structured GP

Separating individual effects and interactions lets us share each interaction directly.

Functional ANOVA (FANOVA) separates a
function into effects of feature subsets.

For two features:

f(x) = f0 + f1(x1) + f2(x2) + f12(x1, x2).

For the component-based game:

ϕ1 = f1 +
1
2f12, ϕ2 = f2 +

1
2f12. Figure 1: Comparison of execution times between FGPX-Shapley-L and the näive Shapley com-

putation for different numbers of features, with a maximum time limit of five hours imposed for
generating the explanations.

kernel as our base kernel. Further details on experimental setups, data generation, model tuning,
explainers, and feature selectors, along with additional experiments, are provided in Appendix D.
The experiments were executed on a 24-core machine with 16GB of RAM and an RTX4000
GPU.

5.1 Time Comparison
We generated synthetic datasets with 8 to 100 features, each with 500 samples. For each dataset,
we trained a FANOVA GP and randomly selected 30 test instances. We then computed SSVs using
our method, FGPX-Shapley-L, and compared its average execution time to a naive implementation
that computes only the mean of the Shapley values using the same Möbius-based value function.
Figure 1 shows execution times across feature dimensions. Up to 12 features, both methods perform
similarly (ours: 0.33s vs. naive: 1.35s). Beyond that, the naive method becomes impractical—taking
over 2600 seconds at 22 features—while ours stays efficient (0.62s). At 25 features, the naive method
failed to complete within 5 hours, but our method scaled to 100 features in just a few seconds.
These results clearly demonstrate the scalability and computational advantage of FGPX-Shapley-L
for efficient SSV computation.

5.2 Illustration onhow stochastic SV canprovide richer explanations
At this point, a sensible reader could ask: “What does uncertainty in explanation bring to the
table?”. We address this by providing a demo-use case of our method through the energy
efficiency dataset from the UCI repository. The dataset consists of 768 samples and 8 input
features describing the architectural and environmental characteristics of buildings. The goal is to
predict either the heating or cooling load of a building. We fit a FANOVA GP to the dataset and
compute the SSVs for a single, randomly selected test point. Figure 2 shows the resulting SSVs,
capturing both the estimated importance and the uncertainty of each feature.

11

Exact stochastic attribution with quadratic dependence on feature count, for this
structured model.

Mohammadi et al., AAAI 2026. Fig. 1. Explanation computation after fitting the GP.
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Section 4

Choosing and explaining
experiments



What makes an experiment informative?

The best place to learn the response curve can differ from the best place to seek
high performance.

Active learning

Choose observations to improve the model’s
knowledge.

A simple rule, with equal observation noise:

xlearn = argmax
x

kD(x, x).

Bayesian optimisation

Choose observations to find a high-performing
recipe using few experiments.

The ultimate target is

x⋆ = argmax
x

f(x).

The purpose of learning determines how we use uncertainty.
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A score for the next experiment

An uncertain recipe can be attractive because it may outperform the best known
one.
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UCB score

An acquisition function scores where
to experiment next.

Upper confidence bound (UCB):

αt(x) = µt(x) +
√
βt σt(x).

Mean: predicted performance.

Standard deviation: exploration
bonus.

Choose the recipe maximising αt.
Srinivas et al. (ICML 2010). Illustrative GP;

√
βt = 2 and σ2

t = kt(x, x).
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Explaining performance and exploration

Separate the features supporting predicted performance from those driving
exploration.

Recall the Gaussian subset predictions in GP-SHAP: mS is their mean and Cv(S, S) their variance
after averaging over missing settings.

u(S) = mS +
√
βt sS , sS =

√
Cv(S, S).

UCB now scores each subset. Applying the same Shapley operator A to the vectors of means mv

and standard deviations sv gives:

ϕUCB
i = (Amv)i︸ ︷︷ ︸

mean GP-SHAP attribution

+
√
βt (Asv)i︸ ︷︷ ︸

contribution to exploration

.

A contribution to exploration differs from uncertainty in the attribution itself.

GP-SHAP (NeurIPS 2023); CoExBO (AISTATS 2024), Eq. (12). This constructs UCB for subset-averaged GP predictions; directly

averaging UCB defines a different game.
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CoExBO brings the scientist into the loop

An expert can compare plausible experiments using knowledge the model has not
recorded.

1. Propose two recipes: standard BO and
preference-informed BO.

2. Explain their predicted performance and
selection scores.

3. Let the expert choose between them.

4. Run the selected experiment and update both
models.

Looping in the Human: Collaborative and Explainable Bayesian Optimization

Which do you think larger?
xBO: [0.158, 1.257, -0.431, 0.275, 0.531]
xpref: [-0.058, 1.023, 1.217, 0.375, 0.432]

Can you visualize 
your internal models?

Sure! Here is my current GP and user preference.
GP mean GP STD Preference mean Preference STD

di
m

 1

dim 0 dim 0

di
m

 1

di
m

 1

di
m

 1

dim 0 dim 0

Thanks! Then, I choose xpref 
because it explores more uncertain region.

Query results: f (xpref ) = 2.510
The probability of correct answer: 0.761 ± 0.201.
You probably made the right decision. Keep it up!

The two dimensions were selected by the two largest 
Shapley values. All values are as follows.

xBO

xpref

GP-UCB GP mean GP STD

Figure 2: Explanation flow: Spatial relation: BO
visualizes the surrogate model’s predictive distribu-
tion and estimated human preference models for the
two primary dimensions determined by Shapley values.
Feature importance: Users’ values are provided for
both candidates’ predictive mean, standard deviation,
and acquisition function. Selection accuracy feed-
back: After observing the function value, a post-hoc
evaluation of the correct selection probability is given.

global convergence guarantees (Gupta et al., 2023).

To make BO trustworthy, recent research has moved
towards human-AI collaborative paradigms (Kanarik
et al., 2023). These methods often make contrast-
ing assumptions about human exploration abilities.
Suppose humans are superior to BO (Colella et al.,
2020; AV et al., 2022), their intervention can enhance
convergence—but this potent assumption also implies
manual search would be superior to BO, undermining
the core justification for using BO. Conversely, if hu-
mans are viewed as imperfect agents, existing works
such as Gupta et al. (2023); Khoshvishkaie et al. (2023)
treat humans as a central optimizer, and BO supports
human manual search via exploratory adjustment, that
can assure the global convergence even with erroneous
human selection. When one side is better, the inferior
side’s selection is wasteful, leading to a worse conver-
gence rate than vanilla BO (Khoshvishkaie et al., 2023).

To build a balanced human-BO partnership, we believe
an ideal method should satisfy the following criteria:
(a) Explainability: The method should enhance user
understanding of the optimization process, promoting
transparency. While Li & Adams (2020) introduced ex-

plainability by limiting the search space, it may overly
restrict it, lacking a global convergence guarantee. (b)
User-centric knowledge integration: An ideal ap-
proach should seamlessly incorporate human insights
from user interactions without requiring users to define
an exact knowledge model. For instance, materials of-
ten exist in a high-dimensional feature space, whereas
BO typically uses a reduced low-dimensional feature set
due to limited chemistry data (Jordan, 2019). Chemists
have discernment to assess materials using information
inaccesible to the model but struggle to articulate it
quantitatively (Cisse et al., 2023). Hence, users face
challenges with existing methods; e.g., Hvarfner et al.
(2022) mandates a prior function capturing the users’
optimal location belief, while AV et al. (2022) requires
users to select the next query point quantitatively. In
short, knowledge elicitation in high-dimensional do-
mains is notoriously intricate (Rousseau, 2001; Garth-
waite et al., 2005; Mikkola et al., 2023a). (c) Robust-
ness: The method should be robust against human
errors, offering a no-harm guarantee to ensure that
even adversarial interventions do not adversely impact
the vanilla BO convergence rate. To the best of our
knowledge, only Hvarfner et al. (2022) can theoreti-
cally assure the no-harm guarantee. Crucially, none
encompass all three comprehensively.

This paper introduces the Collaborative and Explain-
able Bayesian Optimization (CoExBO) framework to
tackle the above challenges. For criterion (a), CoExBO
employs Shapley values (Shapley, 1953), a cornerstone
of explainable AI, to ensure users can effectively un-
derstand and interpret the candidate acquisition mech-
anism. Addressing criterion (b), CoExBO deviates
from conventional methods that require users to in-
put an exact knowledge model. Instead, it presents
users with candidate pairs, empowering them to se-
lect the perceived optimal one. This approach allows
CoExBO to implicitly assimilate human insights via
preference learning (Bradley & Terry, 1952). This is
grounded that humans excel at relative comparisons
rather than quantifying an absolute preference for a
singular choice (Kahneman & Tversky, 1979). For cri-
terion (c), inspired by Hvarfner et al. (2022), our can-
didate generation strategy prioritizes expert knowledge
in the early optimization stages. As more experimental
data accumulates and refines the surrogate model, the
influence of human input gradually diminishes. Theo-
rem 2 proves this offers a no-harm guarantee.

Our contributions are summarized as:

1. We introduce CoExBO, a novel framework promot-
ing a balanced human-BO partnership. CoExBO
is characterized by its transparency, capacity to as-
similate human insights seamlessly, and resilience
against human errors.

Adachi et al., AISTATS 2024. Collaborative and Explainable Bayesian Optimization; Fig. 2.
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Why did the optimiser suggest this recipe?

Explaining predicted performance and exploration separately helps the expert
compare candidates.

M. Adachi, B. Planden, D. A. Howey, M. A. Osborne, S. Orbell, N. Ares, K. Muandet, S. L. Chau
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Figure 8: An example of Shapley values for UCB, GP
predictive mean and standard deviation during the
iteration at two recommended locations.

Figure 7 shows that CoExBO with expert knowledge
accelerates convergence, even without explainability
features. The addition of explainability results in a
significant speedup in time-to-accuracy and enhance-
ment in selection accuracy, which outperformed eight
baselines. Figure 8 exemplifies a typical case of Shapley
values. The black bar’s sum of Shapley values shows
that XBO has a higher UCB value, indicating that
selecting XBO is natural in standard BO. However,
the preference-based Xpref attributes more reasonable
importance to conductivity, consistent with chemical
expertise—highlighting LiPF6 as the key material. We
illustrate the CoExBO’s effectiveness with two distinct
cases: One participant initially relied heavily on BO
suggestions, a phenomenon known as automation bias
(Cummings, 2004). Goddard et al. (2012); Skitka et al.
(2000) have shown that explaining the process and hold-
ing users accountable for their decision accuracy can
reduce such biases, both of which CoExBO achieved.
Another participant consistently trusted their own pref-
erences, even when the GP improved. CoExBO’s no-
harm guarantee shepherds users to global convergence.

In summary, expert knowledge can be particularly help-
ful to the GP in two ways: (A) Assessing the reliability
of noisy ionic conductivity measurements and disregard-
ing noise to infer the true function shape. (B) Applying
their chemical knowledge to roughly optimize the com-
position, exploiting the knowledge of each material’s
importance. On the other hand, CoExBO can help

experts in three ways: (A) BO is better at fine-tuning
more precisely than experts, as expert knowledge only
focuses on the main effect. (B) Shapley values provide
accurate importance rankings conditioned on x, which
updates experts’ knowledge. (C) The feedback and
explaining feature can correct experts’ wrong under-
standing and guide them in the true optimal direction.

5 Discussions and Limitations

Our approach accelerates convergence when experts
possess accurate comparative knowledge that the GP
cannot access, which remains a strong assumption,
albeit weaker than the conventional ones with a well-
defined and error-free belief function or the optimal
query. Expert knowledge can be particularly helpful
to the GP in three ways: (a) as a good warm starter,
allowing it to begin from a promising region; (b) as a
good encoder, compensating for the information lost
during simplification to a low-dimensional search space;
and (c) as a noise reducer, providing a more accu-
rate estimation of experimental noise. These aspects
align well with fields such as chemistry and scientific
experiments, and experts can convey this complex in-
formation through simple selections. Our proofs are
specific to the UCB setting, but the decay property can
ensure convergence for any AF. In our experiments with
experts, we observed that there is a tendency to expect
both surrogate and explanation models to provide an
‘oracle’ understanding of the whole scientific process.
We emphasise this is not the purpose of explainable BO
as we are by definition, operating under a small data
regime. However, our collaboration and explanation
framework allows us to demystify the BO process and
thus mitigate over-trust.

There is a growing interest in putting humans back into
the optimization cycle. A prime example is the RLHF
to fine-tune LLMs (Christiano et al., 2017; Rafailov
et al., 2024). We also observe concurrent works centered
on enhancing human-AI collaboration (AV et al., 2024)
and explainable BO (Chakraborty et al., 2023, 2024),
showcasing this as a promising direction of research.

Two candidates: xBO and xpref .

Three explanation targets:

▶ Selection score.

▶ Predictive mean.

▶ Predictive standard deviation.

Adachi et al., AISTATS 2024. Fig. 8. Acquisition explanations use the paper’s chosen subset-value construction.
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Combining objective and preference evidence

A confidently learnt preference can guide proposals; an uncertain one receives less
weight.

Objective model

A GP learns conductivity from
measurements.

Preference model

A second GP learns which recipes the expert
favours from comparisons.

After putting both on a common scale, combine
their Gaussian information:

µmix =
vpµf + vfµp

vf + vp
.

µf , vf : objective mean and variance.

µp, vp: scaled preference mean and variance.

A large vp reduces preference influence.
Adachi et al., AISTATS 2024. Proposition 1. Preference variance also includes an iteration-dependent decay term.
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A safeguard against misleading feedback

CoExBO gradually reduces preference influence as experimental evidence
accumulates.

The added variance term makes the preference weight shrink:

vp(x) = vp,scaled(x) + γt2vf (x), wp(x) =
vf (x)

vf (x) + vp(x)
≤ 1

1 + γt2
.

▶ The preference-informed acquisition approaches the standard GP-UCB rule.

▶ Under the paper’s assumptions, the asymptotic convergence rate is preserved.

▶ This safeguard does not guarantee better performance at every finite iteration.

Adachi et al., AISTATS 2024. Theorem 2 and Lemma 3, the asymptotic no-harm result. γ > 0.
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Evidence from battery experts

Explanations improved expert selections in the reported electrolyte-design study.M. Adachi, B. Planden, D. A. Howey, M. A. Osborne, S. Orbell, N. Ares, K. Muandet, S. L. Chau
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Figure 7 shows that CoExBO with expert knowledge
accelerates convergence, even without explainability
features. The addition of explainability results in a
significant speedup in time-to-accuracy and enhance-
ment in selection accuracy, which outperformed eight
baselines. Figure 8 exemplifies a typical case of Shapley
values. The black bar’s sum of Shapley values shows
that XBO has a higher UCB value, indicating that
selecting XBO is natural in standard BO. However,
the preference-based Xpref attributes more reasonable
importance to conductivity, consistent with chemical
expertise—highlighting LiPF6 as the key material. We
illustrate the CoExBO’s effectiveness with two distinct
cases: One participant initially relied heavily on BO
suggestions, a phenomenon known as automation bias
(Cummings, 2004). Goddard et al. (2012); Skitka et al.
(2000) have shown that explaining the process and hold-
ing users accountable for their decision accuracy can
reduce such biases, both of which CoExBO achieved.
Another participant consistently trusted their own pref-
erences, even when the GP improved. CoExBO’s no-
harm guarantee shepherds users to global convergence.

In summary, expert knowledge can be particularly help-
ful to the GP in two ways: (A) Assessing the reliability
of noisy ionic conductivity measurements and disregard-
ing noise to infer the true function shape. (B) Applying
their chemical knowledge to roughly optimize the com-
position, exploiting the knowledge of each material’s
importance. On the other hand, CoExBO can help

experts in three ways: (A) BO is better at fine-tuning
more precisely than experts, as expert knowledge only
focuses on the main effect. (B) Shapley values provide
accurate importance rankings conditioned on x, which
updates experts’ knowledge. (C) The feedback and
explaining feature can correct experts’ wrong under-
standing and guide them in the true optimal direction.

5 Discussions and Limitations

Our approach accelerates convergence when experts
possess accurate comparative knowledge that the GP
cannot access, which remains a strong assumption,
albeit weaker than the conventional ones with a well-
defined and error-free belief function or the optimal
query. Expert knowledge can be particularly helpful
to the GP in three ways: (a) as a good warm starter,
allowing it to begin from a promising region; (b) as a
good encoder, compensating for the information lost
during simplification to a low-dimensional search space;
and (c) as a noise reducer, providing a more accu-
rate estimation of experimental noise. These aspects
align well with fields such as chemistry and scientific
experiments, and experts can convey this complex in-
formation through simple selections. Our proofs are
specific to the UCB setting, but the decay property can
ensure convergence for any AF. In our experiments with
experts, we observed that there is a tendency to expect
both surrogate and explanation models to provide an
‘oracle’ understanding of the whole scientific process.
We emphasise this is not the purpose of explainable BO
as we are by definition, operating under a small data
regime. However, our collaboration and explanation
framework allows us to demystify the BO process and
thus mitigate over-trust.

There is a growing interest in putting humans back into
the optimization cycle. A prime example is the RLHF
to fine-tune LLMs (Christiano et al., 2017; Rafailov
et al., 2024). We also observe concurrent works centered
on enhancing human-AI collaboration (AV et al., 2024)
and explainable BO (Chakraborty et al., 2023, 2024),
showcasing this as a promising direction of research.

▶ Four battery experts; two electrolyte systems, one familiar and one unfamiliar.

▶ Compare CoExBO with and without explanations, alongside optimisation baselines.

▶ Objectives were interpolated from existing experimental conductivity measurements.
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What the next experiment might tell us depends
on the current uncertainty.

Useful scientific models communicate both their predictions and the limits of their
explanations.

1. GPs represent plausible response functions.
Their uncertainty can guide where to collect evidence.

2. Feature contributions inherit model uncertainty.
Their joint distribution supports more careful interpretation.

3. Explanations can support experimental choices.
CoExBO combines model evidence with expert comparisons.
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Questions and discussion
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The reference distribution changes the question

A feature contribution needs a clear description of which recipes we average over.

Conditional reference

Average over recipes consistent with the
retained feature values:

vx(S) = E[f(X) | XS = xS ].

This respects dependencies between inputs in
the reference data.

Marginal reference

Hold xS fixed, and sample the remaining
features from their marginal distribution:

vx(S) = EX−S
[f(xS , X−S)].

This can create combinations rarely seen in
the reference data.

Neither construction by itself identifies a causal effect.

Chau, Muandet & Sejdinovic, NeurIPS 2023. Sec. 3.1. GP-SHAP studies the conditional-reference construction.
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The GP update with a nonzero prior mean

We update deviations from the prior mean, then add that mean back to the
prediction.

Let mX = (m(x1), . . . ,m(xn))
⊤ and Q = K + σ2

nI.

µD(x) = m(x) + k⊤x Q
−1(y −mX),

kD(x, x
′) = k(x, x′)− k⊤x Q

−1kx′ .

Latent function:

f(x) | D ∼ N (µD(x), kD(x, x)).

Future noisy measurement:

y(x) | D ∼ N (µD(x), kD(x, x) + σ2
n).

Rasmussen & Williams (2006), Ch. 2. Fixed hyperparameters and Gaussian noise.
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The two-feature Gaussian calculation

The toy calculation makes the uncertainty propagation an ordinary matrix
multiplication.

v =
(
v(∅), v({1}), v({2}), v({1, 2})

)⊤
,

A =
1

2

(
−1 1 −1 1
−1 −1 1 1

)
.

E[v] = (8, 10, 11, 15)⊤ =⇒ E[ϕ] = AE[v] =
(
3
4

)
.

Cϕ = ACvA
⊤ =

(
4 −1.08

−1.08 0.36

)
in the illustrative posterior model.

The off-diagonal entry retains the dependence between the two explanations.
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Data uncertainty and calculation uncertainty

The paper varies the training data and the number of feature subsets used for
explanation.
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Figure 1: Ablation study on different uncertainties captured by GP-SHAP, BayesSHAP, and BayesGP-
SHAP when computing local explanations (SSVs) using the California housing dataset [41]. 95%
credible intervals around explanations are shown.

median house value for California districts, expressed in hundreds of thousands of dollars. We trained
our GP model using 25% and 100% of the data and calculated local stochastic explanations from
GP-SHAP, BayesSHAP, and BayesGP-SHAP using 50% and 100% of coalitions. The results, shown
in Figure 1, demonstrate that the magnitude of BayesSHAP uncertainties (green bars) are uniform
across features as it is designed to capture the overall estimation performance and not feature-specific
uncertainty. In contrast, GP-SHAP (red bars) exhibits varying uncertainties across features due to
the propagation of variation from the posterior GP f to the attributions. This allows practitioners to
make more granular statements about the uncertainty around specific feature explanations. We also
observe that increasing the number of coalitions and training data generally leads to a decrease in
both estimation and predictive uncertainties, but the estimation uncertainty drops more significantly.
BayesGP-SHAP (yellow bars) consistently provides a more conservative uncertainty estimation by
considering both predictive and estimation uncertainties.

5.2 Exploratory analysis of the stochastic explanations

We propose several exploratory analysis methods to aid practitioners in comprehending the stochastic
explanations generated for their downstream tasks. To this end, we use BayesGP-SHAP to explain a
Gaussian process model trained on the breast cancer dataset [42]. The dataset consists of 569 patients,
30 numeric features, and the objective is to predict whether a tumor is malignant or benign.

Local explanation. To visualize local explanations, we can plot the mean and standard deviations
of stochastic Shapley values in a bar plot. This approach allows us to not only understand the
degree of contribution a feature has to the prediction but also the corresponding credible interval as a
measure of explanation uncertainty. Figure 2a displays that both “worst fractal dimension” and “worst
perimeter” features have a similar contribution in terms of their absolute mean stochastic Shapley
values. However, the model is much more uncertain about the former, allowing the user to calibrate
their trust in model explanations.

Heuristic global explanation as means of absolute stochastic Shapley values. It is common to
compute the mean absolute DSVs as a proxy to global feature contributions [43] based on computed
local explanations. Although this heuristic does not result in any explanations that are themselves
DSVs of any game at the global level, they provide a quick summary to practitioners about the
overall contributions. We can similarly compute the average of the absolute stochastic Shapley
values, which are now distributed according to a folded multivariate Gaussian distribution [44] with
tractable covariance structure. However, it is important to highlight a key distinction from the previous
approach: when computing the mean of absolute SSVs, we consider the uncertainty in the local
stochastic explanations, while directly calculating the absolute values of mean SSVs (equivalent
to computing absolute DSVs) disregards this uncertainty. The blue and yellow bars in Figure 2b
depict these two approaches, respectively. Notably, we observe that the blue bars suggest that the
"worst fractal dimension" feature is considered more influential than "worst concave points" because
it accounts for the higher variability in the former feature’s explanation. In contrast, the yellow bar
overlooks this variability, leading to a different conclusion.

8

Chau, Muandet & Sejdinovic, NeurIPS 2023. Fig. 1. California-housing dataset; reported 95% credible intervals.
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Predicting explanations at new inputs

The same GP structure can share information between explanations of different
recipes.

The full induced covariance connects feature i at recipe x with feature j at recipe x′:

κij(x, x
′) = Covf

(
ϕi(f, x), ϕj(f, x

′)
)
.

▶ Applying the Shapley operator to a GP prior induces a vector-valued GP prior over
explanations.

▶ Previously computed explanations can become training observations for that GP.

▶ We can predict explanations at new inputs, with posterior uncertainty.

Predicting an explanation introduces a further learning problem.

Chau, Muandet & Sejdinovic, NeurIPS 2023. The Shapley prior and predictive explanations, Sec. 4.
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FANOVA interaction allocations

A structured representation gives a direct allocation rule for interactions of any
order.

For the component-based game,

f(x) =
∑
T⊆N

fT (xT ), vx(S) =
∑
T⊆S

fT (xT ),

ϕi(f, x) =
∑
T∋i

fT (xT )

|T |
.

▶ A two-feature interaction is shared in halves; a three-feature interaction in thirds.

▶ The components remain random under the GP posterior.

▶ Recursions aggregate kernel terms without enumerating subsets.

Mohammadi et al., AAAI 2026. Local stochastic allocation. Global sensitivity allocations address a different question.
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The acquisition explanation has its own game

The function we explain and the way we average missing inputs determine the
explanation.

For α(x) = µ(x) +
√
β σ(x), direct conditional SHAP would use

vdirect(S) = EX [α(X) | XS = xS ].

The CoExBO paper introduces a tractable surrogate subset value:

vsurrogate(S) = EX [µ(X) | XS = xS ] +
√
β
√
EX [kD(X,X) | XS = xS ].

This is an upper bound on directly averaging UCB. The kernel construction in Eq. (12) instead

uses the variance of a subset-averaged GP prediction, as on slide 28.

Explaining a selection score is distinct from uncertainty in an explanation of f .

Adachi et al., AISTATS 2024. Sec. 3.3, subset-value construction and its kernel-based estimate.
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The preference fusion and its asymptotic safeguard

Confidence weighting and deliberate preference decay have different roles.

After scaling the preference score to the objective’s scale:

vp(x) = vp,scaled(x) + γt2vf (x), vmix(x) =
vf (x)vp(x)

vf (x) + vp(x)
,

µmix(x) =
vp(x)µf (x) + vf (x)µp(x)

vf (x) + vp(x)
, αmix(x) = µmix(x) +

√
βtvmix(x).

No-harm scope: under the paper’s finite-domain UCB confidence and regret assumptions,

preference decay preserves the asymptotic convergence rate.

Adachi et al., AISTATS 2024. Proposition 1, Theorem 2 and Lemma 3. γ > 0.
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